
AI Credit Underwriting and Scoring – 
Inclusion or Discrimination?



The information asymmetry problem:
Bank and potential Customer

Credit Scores 
as a signal for 
the consumer

Search Costs 
for the Bank

− Highly standardized retail markets
− Prohibitive costs to locate hidden primes
− Data analytics offers huge potential



➢Historically, loan decisions were based on a mix of qualitative and 
quantitative information (the “3 Cs”)

“During the 1960’s character was still considered the foundation of consumer 
creditworthiness, and the ability to judge this elusive personal quality still at 
the top of a credit manager’s skill set”

Source: Lauer, Creditworthy, A History of Consumer Surveillance and Financial Identity in 
America, 2017, p. 199

Capital

Capacity

Character

The traditional strategy to overcome  information 
asymmetry



The new strategy: AI and big data



An Example

Source:https://www.forbes.com/sites/tomtaulli/2021/08/13/upstart-can-ai-kill-the-fico-score/



An Example

Source: CFPB, available at: cfpb.gov

▪ Better than Credit Scores with very few variables

▪ Better than cognitive limitations of human credit officers



How does algorithmic credit scoring work?
Example: Predictions using a simple linear regression model
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Written more concisely:
𝒚 = 𝑋 ×  𝜷 +  𝜷𝟎

An individual applying for credit will be evaluated based on the input variables 𝒙𝟏, 𝒙𝟐, … , 𝒙𝒏, which can be 
associated with that individual. The algorithm then computes the output 𝑦 for that individual, based on the values of 
𝜷 and 𝜷𝟎 it previously established.

This column represents the output 
variables of the model (e.g. “future 

cash flows”)

This matrix represents all the input 
variables of the model (e.g. university 

degree, taste in music, etc.)

This column represents the weight of each input 
variable (e.g. “university degree” is twice as 
important as “taste in music”) → It is these 

weights, which the algorithm evaluates

Every row represents one individual

𝛽0 represents the 
value of 𝑦 when 

𝑥1, 𝑥2, … , 𝑥𝑛 equal 0



Source: Student Borrower Protection Center, “Educational Redlining”, available at protectborrowers.org

So: there is inclusionary potential…but:



Why can’t we 
“just outlaw (e.g.) gender”?

In order to “outlaw race”, we must first divide our data into gender and other data

𝑦 =  𝜷𝟎 + 𝑋𝑔𝑒𝑛𝑑𝑒𝑟  × 𝜷𝟏 + 𝑋𝑜𝑡ℎ𝑒𝑟 𝑑𝑎𝑡𝑎  × 𝜷𝟐 

(1) This requires access to protected attributes in the data (possible for EU proposal, doubtful for 
US law)

(2) Even if we had access: Numerous/nearly all variables corelate with gender 



Redundant encoding

A more comprehensive approach would have us divide our data into variables which are correlated with 
gender, not-correlated with gender and gender itself:

𝑦 =  𝜷𝟎 +  𝑋𝑔𝑒𝑛𝑑𝑒𝑟  ×  𝜷𝟏 +  𝑋𝑐𝑜𝑟𝑟𝑒𝑙𝑎𝑡𝑒𝑑  ×  𝜷𝟐 + 𝑋𝑛𝑜𝑡−𝑐𝑜𝑟𝑟𝑒𝑙𝑎𝑡𝑒𝑑  ×  𝜷𝟑

This renders the equation to:

𝑦 =  𝜷𝟎 + 𝑋𝑛𝑜𝑡−𝑐𝑜𝑟𝑟𝑒𝑙𝑎𝑡𝑒𝑑  ×  𝜷𝟑

However, gender is “hidden” in many other variables (e.g. first name, location data, visits at 
gynecologists, school runs etc.). The more variables we have access to, the higher the probability that we 
will end up with a result that 

• seems to use neutral variables,

• but ends up putting a specific group at a particular disadvantage. 



How to respond?

The AI ActThe GDPRThe Consumer Credit Directive

• Information & verification 
rights

• Explainability
• Human Oversight

• Anti-Discrimination rule
• Explainability and human 

oversight (Art. 18 para. 8)

• Mostly: Risk-adjusted 
compliance for AI developers 
and deployers

• Some explainability for 
consumers



How to respond?

The AI ActThe GDPRThe Consumer Credit Directive



How to respond?

The AI ActThe GDPRThe Consumer Credit Directive



How to respond?

The Consumer Credit Directive The GDPR The AI Act



How to respond?

The AI ActThe GDPRThe Consumer Credit Directive



➢Do not use protected attributes to form beliefs: data input control

Direct Discrimination

Religious 
belief

Underwriting Decision

Gender



➢Do not use neutral variables that produce a disparate impact for protected groups

→ remember: redundant encoding

The real problem: Indirect Discrimination

Activities on 
Sundays

Underwriting Decisions

Preferred 
shopping 

places



Is indirect discrimination covered?

Compare wording with earlier 
Directives



Who bears the burden of proof?

Compare wording with earlier 
Directives



What are justificatory reasons?



▪ The goal: 
Statistical 
discrimination -
use as many 
variables as cost-
efficient to form 
beliefs about 
unobservable 
attributes

Consider prudential concerns and 
responsible lending principles

Underwriting Decision



Take-aways

The AI Act

The GDPR

The Consumer Credit Directive

Unhelpful Anti-Discrimination rule:
• Vague wording as to indirect discrimination
• Unclear when discrimination is justified

Holistic Interpretation necessary
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